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1 Introduction

In the distributed systems technology group at BBN, we have been researching issues involving survivability
for the past couple of years. One approach to survivability is to focus on the total prevention of malicious
behavior. This results in systems with a closed architecture, where many of the components have to be
custom built. This approach is very expensive and most modern useful systems need to be open ! i.e. need
to interact with other systems and their environment. We assume that solutions applicable to open systems
are of greater value and focused our research on open systems. We believe that it is possible to make systems
more survivable using adaptation that involves interaction with the environment and security mechanisms
even though the defense architecture is open.

In this paper we will briefly outline some conceptual impediments to survivability as well as some prac-
tical impediments to realizing survivable systems that we have encountered in the course of our work. The
conceptual impediments point to deeper research issues in the emerging area of survivability, such as how
we define and validate survivability requirements and how we compare and evaluate the survivability char-
acteristics of similar systems. In addition to the issues in mechanisms for achieving survivability there are
also a number of practical impediments discussed are well known software engineering issues dealing with
developing large software systems. These include getting software components to work together and then
how to reuse these components in other systems. We claim that in the context of survivability these issues
become even more complicated.

2 Conceptual Impediments

These days “survivability” is fashionable. If we cut through the buzz, we see there are many issues that
require further research. In this section we outline three research issues that involve interpreting survivability,
validation and evaluation of survivability solutions, and a capability that we believe is fundamental to
achieving survivability.

2.1 Interpreting Survivability

The definition given in [4], “a system’s capability to fulfill its mission, in a timely manner, in the presence
of attacks, failures, or accidents” is a good definition, but is by necessity very broad and vague. It is almost
impossible to build a system that meets this definition of survivability completely (i.e. survive all attacks
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In fact, many modern systems are open source, where everything from the architecture to source code is open to anyone
(including a potential attacker) who cares to look. How this impacts security is still an open question and arguments have been
made both in favor and against this approach.
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always) and yet, almost any system or application (for instance, if a system does some exception handling,
which most modern systems do anyway) can be claimed to have some survivability property. What then is
the right interpretation?

Perhaps survivability should be interpreted in the context of an application or a system and with respect
to the undesirable events it wants to survive. This set of “undesirable events” needs to be defined in terms of
“attack effects” as opposed to “attacks” because the set of attacks are ever expanding, making survivability
a moving target. On the other hand, very few new attacks emerge with totally unforeseen effects.

Another way to think about survivability is in terms of survivability requirements. This way software
engineering techniques might be able to be applied for requirements gathering and specification. However
security (which focuses on preventing the attacker from acquiring privileges to do damage) and survivability
(which focuses on liveness aspects despite the attacker’s acquisition of some privilege) requirements are not
always dealt with as seriously as the functional requirements because they are still fuzzy. This approach also
cannot escape the question of “survivable with respect to what?”. Furthermore, survivability requirements
often entangle the application’s functional aspects with security and liveness aspects.

The research questions we pose here are what interpretation, level of abstraction and details will help us do
a better job in capturing and specifying survivability requirements? How do we know that requirements are
“complete” i.e. covers the relevant attacks or liveness issues, or sound (one requirement does not contradict
other)?

2.2 Validation, Evaluation and Comparison of Survivability Property

Despite the problems in interpreting survivability, people have a general understanding of where survivability
needs to go and claim to have built systems that have some survivability properties. We argue that validation,
evaluation and comparison of current survivability solutions is an essential challenge that we must face now
to ensure forward progress.

Even with a set of survivability requirements for a given system, it is not easy to validate the claim that
the implementation fulfills the requirements. Most often, the survivability requirements are subjective and
without a metric. A requirement may be “serve HTTP requests while under attacks of such and such kind.”
How severe of an attack can be tolerated and how do we rate the attacks? Rating severity is difficult. Does
the requirement allow us to lower throughput in the face of an attack, or at some point or should we just
give up, as things are already too bad?

Red teaming is one approach that researchers have used for validating survivability claims and/or as-
sessing the effectiveness of survivability solutions. It uses attacker work factor (or derivatives) as a measure
of survivability. This approach formalizes the systems capabilities, forcing the system designers to explicate
their assumptions and refine their survivability claims. The time spent by the red team cuts across issues
and is a good way of abstracting many details from the analysis. A system that can be broken, or forced
into a less functioning state, more quickly by the red team can be seen as less survivable.

However, even this assessment of the red team’s effort is not ideal. Creating assessments that can be
compared across teams is difficult. How does an hour’s work compare between two teams? Attempts can
be made to have the same level of expertise between teams, but equality is very difficult to achieve when
people are involved. How do we accommodate the fact that a red team may learn something while attacking
one system that allows them to defeat another similar system much more quickly? This problem can be
solved within a group of applications by creating a testing plan before work commences but this does not
help when a new contender, with new features, is introduced and needs to be compared to the previously
tested systems. Red teaming can also be expensive. In addition to red teaming we need metrics that can
measure specific aspects of survivability. These can be used to compliment measurements gained through
the use of red teams.

Even systems that perform similar tasks may be difficult to compare if they make different decisions
given similar input. The decision may be influenced by the business logic or the criticality of the context
in which it is deployed. Consider two similar restaurants under “attack” such that they cannot meet their
mission of feeding their customers. One restaurant might decide to lower their quality so that they can
serve all who request service. The other restaurant may choose to focus on only a few customers and give
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them a high quality meal. Either of these strategies can be effective (as far as the restaurants’ survivability
is concerned) but can we compare the two solutions? This is especially important when someone is in the
process of selecting the right technology to make their system survivable. Perhaps we need to put some value
on “survivability” so that cost benefit analysis is possible, but is not clear how that can be done.

2.3 Impediments Involving Adaptability

We argue that adaptation is key for survival. One way to look at the attacks is that the attacker is trying
to take away, control, degrade, or corrupt the resources that the system needs to operate. In order to
survive, the system must adapt to cope with these changes. Survivable systems should be able to use
any mechanism that seems appropriate in their adaptation. This is the essence of the “defense-enabling”
approach we have developed. Defense-enabling separates the survivability requirements of an application
from its functional requirements. These survivability requirements are addressed by a survivability strategy
which involves adaptation and services provided by defense mechanisms (tools and services that are not key
to the applications functional behavior, but are used solely to support the survivability strategy). Snort[7],
tripwire[2], RSVP[3], and IPsec[1] are some examples we have experimented with. The survivability strategy
is then implemented independently and integrated with the functional aspect of the application.

However, adaptation underlying the defense-enabling approach is not without its problems. First, in
order to take an effective adaptive response, the system must be aware of the environment. This situational
awareness, especially in a distributed setting, is not yet simple. The systems may have to deal with multiple
and diverse sources, dispersed geographically, that provide input with varying degree of importance and
accuracy. Second, a determined attacker can easily circumvent an adaptive response if it is predictable. We
are investigating ways to make adaptive response unpredictable. Unpredictability comes with its own set of
issues such as how to evaluate its effectiveness. Third, mechanisms whose services are to be used in adaptation
often have very different objectives and these can even be contradictory. An IDS system may write output to
the file system. A file integrity application might notice this and sound an alarm. We often encounter these
kinds of mismatched assumptions or contradictory objectives when we devise defense strategies for a given
application: the strategies require coordination among a collection of components where the components are
independently developed and have different assumptions. The survivability requirements of the application
indicate the services that need to be used in defense-enabling, but resolving the conflicts while integrating
the mechanisms that offer these services is always a challenge. Finally, adaptation consumes resources and
too much adaptation can cause a thrashing effect. Furthermore, adaptation could be abused by attackers.
How much adaptation is realistic and practical?

3 Practical Impediments

Apart from these issues that are fundamental to survivability, other problems that effect software systems
in general show up with a special twist in the context of survivable systems. The issue of self-protection,
i.e. how to protect the defense-mechanism itself from abuse, makes the known integration problems such as
incompatible interfaces, mismatched formats, integration issues, conflicts, ease of use, packaging etc more
complicated when we try to integrate diverse mechanisms in the context of defense-enabling. Coverage is
a constant worry in the context of self-protection; how do we know that we have identified and covered all
significant possibilities of introducing new vulnerabilities.

We use the services of various tools and mechanism in defense-enabling. Most often, we come up with
particular service requirements and try to look for mechanisms that offer that service. The services we find
are best fit and often need be massaged to fit into our system. Some of these mechanisms are open enough to
allow the integration required for defense-enabling, whereas some of them are architected in a closed manner.
In some rare instances, we are able to interact with the mechanism developers to open up the architecture,
but in many cases we have to look for alternatives. The problem is in making sure that openness does not
introduce new vulnerabilities.

The way mechanisms are currently controlled can be very different. Some need command line arguments
to change behavior, while others can be updated by changing a file or passing data through some IPC
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mechanism. FEach has its own potential exploits that needs to be carefully addressed. It is difficult to
generalize control of the mechanisms when each needs to be handled in a separate special manner. But
going forward one can expect better integrated controls once the benefits of such integration have been
demonstrated.

Defense-enabling involves information exchange between defense mechanisms. Interfaces for getting this
data and the format it is presented in are both sources of trouble. Some mechanisms communicate using
SNMP[5], while other use files and some in still other ways. Although efforts like CIDF [6] attempted to
standardize the format for exchanging intrusion detection data, we could not find many IDSs within our
reach that use this format

Although we have developed a toolkit of defense mechanisms and defense strategies, defense-enabling each
application is still a relatively custom job. Even when applications contain similar or identical components
piecing these components together, in light of system requirements, often necessitates special handling. We
are exploring how to refactor the defense-strategies so that we can add a library of reusable adaptation
control fragments that can easily be put together in the context of defense-enabling new applications.

4 Conclusion

Although we have made progress toward building survivable systems there are some serious problems both
conceptually and engineering wise that continue to be troublesome. Validation and measurement are thorny
theoretical problems while use, reuse, and packaging provide more mundane hindrances to creating survivable
systems. Discerning that a system is more survivable than another is important if we are to make high quality
systems and learn from existing systems. The rationale used to make decisions in the system’s design and
the outcome of these decisions is important to understand and document in successful systems.

Identifying and realizing meaningful survivability requirements is not simple. The transition and accep-
tance of a survivability solution like our defense-enabling technique depend on how easy it is to use, share
and refine defense-mechanisms and strategies. Better understanding the hurdles that we face now is a step
towards a more matured technology.
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